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Johannes Brünger, Imke Traulsen, and Reinhard Koch

Abstract—The problem of determining the position and pose
of multiple targets in an image sequence can be treated as
a mathematical optimization problem. Therefore we show a
technique based on randomized black-box optimization to detect
multiple targets with similar appearance in bird’s-eye view image
sequences. An easy to adapt cost-map and parameter-constraints
are used to design a fitness-function evaluated for each target
separately. Especially for crowded targets in limited space like
in livestock-environments this approach is able to demonstrate
its strengths. The detection performance is evaluated on two
hand-labeled data-sets of piglets, recorded for behaviour studies.
Detection rates above 90% at runtimes of 220ms per processed
frame prove the potential of the proposed technique.
Index Terms—multiple indistinguishable targets, pose estimation, randomized black-box optimization

I. I NTRODUCTION

T

HE correct estimation of the pose and position of an
object in an image is part of many computer vision
related problems. One possible solution is to fit a parametrized
model to the image data and measure its accuracy by a specific
evaluation-function. This exactly meets the definition of a
mathematical optimization problem, where a fitness-function
has to be maximized depending on the model parameters.
Under simple conditions this fitness-function may be linear,
but in general it is more complex or even unknown.
Furthermore sensors like cameras do not reflect the
environment perfectly due to noise or projection issues.
Therefore the fitness-function has to be designed by hand to
suit the current problem.
If the shape of the fitness-function is non-convex,
discontinuous or even unknown the related optimization
problems are referred to as black-box optimization problems.
In this situation the only accessible information about the
function are function values of evaluated search points in the
parameter-space.
As more and more veterinary or biological behavior
studies make use of automated visual monitoring [1], [2],
[3], the need for robust object detection by computer
vision techniques increases. The correct detection of heavily
interacting indistinguishable targets in combination with noisy,
poorly illuminated video footage is an obvious representative
for the class of black-box optimization problems. Using
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different measurements a multi dimensional fitness-function
can be defined which only relies on information received
from the camera image. In this work we show the application
of the black-box optimization scheme ”Covariance Matrix
Adaptation Evolution Strategy” (CMA-ES) [4] for a robust
detection of multiple indistinguishable targets in livestock
environments. We particularly address the detection of piglets
in image sequences recorded for behaviour studies. CMA-ES
has proven its capabilities in several comparisons [5], [6]
and has a broad acceptance as state-of-the-art algorithm for
continuous optimisation.1
We use a fixed number of simplified pig-models and
try to find the optimal assignment of the models to the
targets. Exploiting the continuity in the image sequence, the
parameters of all models are refined in each frame separately
by CMA-ES and a particularly designed fitness-function
starting from the last valid position. Thereby all other targets
around are considered to avoid overlap. This competitive
approach ensures the representation of all targets and helps to
mark out the individual targets if they are crowded together.
To manage occlusion the models can be deactivated if their
fitness-value drop. Likewise the models get recovered if they
spot an uncovered region with high fitness-value.
In section II we briefly introduce related work showing the
use of CMA-ES in several domains. Next we give a short
summary of related work in behaviour studies. The proposed
method is introduced in section III in detail. Last the used
setup and the results are presented in section IV.
II. R ELATED W ORK
Mathematical optimization has many applications in computer science research. CMA-ES in particular with its capabilities in non-linear domains is often used in image registration
tasks but also in engineering problems or classical parameter
optimizations. In the medical field for instance, computer
vision is used to guide the physician on interventions. In [7]
the authors used CMA-ES to optimize transformation parameters in multislice-to-volume registration. Thereby the position
of the patient is tracked to compensate motion during the
operation. Another example for 2D-3D-registration in medical
imaging using CMA-ES can be found in [8]. The comparison
in [6] even attested CMA-ES the best results concerning
registration rate and accuracy for a comparable task. In the
field of geoengineering Bouzarkouna et al. [9] used CMA-ES
1 see
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Fig. 1: First row: Different frames of our footage (the colored pattern of paint were used for ground truth only). Second row:
The results of our algorithm for the same frames. Note the partially occlusion of individual pigs by structure or other pigs in
(a) and (c).

(a) Successful determined pose in previous
frame

(b) Current frame with pose from previous
frame

(c) Refined pose in current frame

Fig. 2: Given an estimated pose from the previous frame, determining the pose for the current frame only needs refinement.

for optimized well placement, since such problem depends
on a large number of not influenceable parameters. The same
problem arises for the placement of sensors in a Wireless
Sensor Networks (WSN). The sensors often have limited
sensing and communication capabilities and need therefore to
be placed in optimal positions to cover an area as large as
possible. Hence their positions can be optimized with CMAES too, as showed by Akbarzadeh et al. [10].
As in medical imaging, classical computer vision tasks include the need for registration of image features to model
parameters. Jordt and Koch [11], [12], [13] used CMA-ES to
track deformation of objects in real time. They used a time-offlight-camera to obtain depth information and an analysis-bysynthesis approach to optimize the model parameters. In [14]
Zelenka detected the contours of gas bubbles in water and
reconstructed their shape. This helped to track the individual
bubbles over time and to measure the throughput of the emitting source. Also classical target tracking was implemented
with the help of CMA-ES. In [15] the model parameters
obtained by a particle filter are optimized with CMA-ES. The
examples show that CMA-ES is a versatile technique that can
be used in a variety of problems.
Over the last years the detection of animals with computer

vision techniques gained more attention in behaviour studies.
Classical tracking often relies on the predicted motion or
the unique appearance of the target. Therefore the special
conditions in livestock or laboratory environments require
new approaches as the movements of the animals are hardly
predictable. If multiple animals are caged in limited space
this causes group dynamics and if further their appearance is
similar target switching can occur while they are interacting.
Tillett [16], [17] showed that image processing can be used
to fit a model to pigs and hence determine their position
and orientation. Cangar et al. [18] used image processing to
fit a basic cow model to pregnant cows and monitor their
movements. Dollár et al. used in [19] regression-methods to
progressively refine a loosely specified initial guess of a pose.
As their system is learned from human annotated training data
the application is not limited to a specific target. So one of
their examples shows the detection of a mouse in a laboratory
environment.
Depending on the number of monitored targets the motivation
differs. If only one animal is present its activity can be
classified. So Jhuang et al. [3] used background subtraction
to detect a mouse in a home-cage. By extracting spacetime motion and velocity-based features they were able to

phenotype its behaviour. Zurn et al. [20] used near infrared
light to detect the position and activity of a rodent in dark and
light cycles. Farah et al. [21] used a sliding window tracking
approach to determine the motion pattern of a laboratory rat.
They combined several features in a fitness-function to refine
the detected pose.
For social behaviour studies more than one animal has to be
observed. To study the effects of genetic mutations, drugs or
environmental stimuli Giancardo et al. [22] used a thermalcamera to detect multiple mice. The animals were segmented
with blob detection followed by an adapted watershed algorithm. Building up on the estimated positions they classified
social behaviour among the animals. Khan et al. [23] tracked
interacting ants with an MCMC-based particle filter. They
exploited the characteristics of Markov random fields to model
interacting targets efficiently.
The more animals are part of the monitored group, the more
the distance between the animals decreases. This results in
more group dynamics and more points of contact. Pistori et
al. [24] used a particle filter to track multiple mice or larvae.
With k-means clustering the segmented pixel were assigned to
the individual targets. This made it possible to tell them apart,
if they crowd together.
McFarlane and Schofield [25] used a Laplacian operator to
separate piglets that were clustered tightly together. Then ellipses were used to model the piglets from the remaining blobs.
To track 3 loose-housed pigs Arendt et al. [26] used a supportmap for each pig. With a 5D-Gaussian-Distribution as model,
they updated the support-map in each loop, defining which
pixel are probably part of a specific pig. They took into account
that the pigs are uniformly colored and therefore the distance
in the color-space is small. In every frame they measured the
Mahalanobis distance of each pixel in 5 dimensions looking
for the best match to an existing pig support-map. Kashiha
et al. [2] used background subtraction and ellipse fitting to
determine the position of 10 pigs. They used the position
information to monitor the water consumption of the pigs
by counting the visits at the drink nipple. In a newer work
Kashiha et al. [27] used pattern recognition to identify 10 pigs
by markers on their back. The positions were determined by
ellipse fitting again. They analyzed 4 sequences of 390 images
each. In the 15600 positions they were able to identify the pigs
with a rate of 88.7%. With the proposed ellipse fitting tightly
clustered pigs are still problematic as they may get covered
by a single ellipse. In our approach individual object-tracker
compete against each other. This ensures the representation of
each target. Furthermore we take the limited movements into
account, instead of evaluating each frame independently.
III. M ETHOD
In image sequences the position and pose of the monitored
target as well as the describing parameters of its model
often barely changes between two successive frames. This can
be utilized to find the unknown parameters by refining the
parameters of the successfully estimated pose in the previous
frame (see Figure 2). Given an initial starting point for the
first frame, the complete sequence can then be processed

automatically without any further user-input.
Let T = {t0 , . . . , tn−1 } be the set of n targets in the processed
image sequence with k frames. For each image Ij=0,...,k−1 the
position and pose of each target ti can be described by a vector
of l parameters Θi,j ∈ Rl . If a fitness-function F : Rl → R
is available, which evaluates an estimate of the parametervector based on the appearance of the target in the current
image, the refinement can be seen as a classical optimization
task. The optimizer can use the last valid position and pose
parameters as a starting point and evaluate the fitness-function
on the current image to find the set of parameters which best
describe the current pose of the target.
Given a fitness-function F (Ij , Θi,j−1 ) which takes the current
image Ij and the vector of parameters Θi,j−1 to describe the
position and pose of target ti in the previous image Ij−1 the
optimization task for a optimizer can be formulated as:
Θ∗i,j = arg max F (Ij , Θi,j−1 )

(1)

with Θ∗i,j as the vector of parameters describing the position
and pose of target ti in image Ij best.
Designing a suitable fitness-function is part of the proposed
solution and is described in Section III-B. Unfortunately
this high dimensional fitness-function tend to be non-convex
and discontinuous as it is only based on the image data
which is noisy and may include compression artifacts. In
addition constraints are needed to prevent the models from
degeneration, which also can result in breaks or sharp edges
in the function’s shape. All this leads to an complex and
unknown function where the only information about function
values can be obtained by sampling the function at certain
points. This situation is referred to as black-box optimization
as no knowledge about the function can be used for proper
optimization-parameter tuning.
A. Covariance Matrix Adaptation - Evolution Strategy
To find the global maximum in our optimization problem we use the Covariance Matrix Adaptation - Evolution
Strategy (CMA-ES) [4] as it has shown great performance2
in the domain of randomized black-box search techniques.
Randomized black-box optimizer use an internally maintained
probability distribution to randomly choose points where the
given fitness-function is to be evaluated. The gathered fitnessfunction values are then used to update all the distributionparameters trying to maximize the probability of finding the
best solution (see Algorithm 1).
In the case of CMA-ES a multivariate normal distribution
N (m, C) is used. m ∈ Rl is the mean of the parameter space
and C ∈ Rl×l respectively its covariance matrix. C is usually
initialized as a diagonal matrix filled with the variances of the
individual parameters.
Since CMA-ES follows an evolutionary strategy the λ ∈ N
sampled points Θi=0,...,λ−1 can be interpreted as a population.
Starting with the initial distribution N (m(0) , C (0) ) in each
iteration CMA-ES regenerates its population and forms a
(g+1)
new generation Θi=0,...,λ−1 by sampling from an updated
2 see
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(a) g = 0
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Fig. 3: Schematic visualization of the CMA-ES optimization process evolving over generation g with population-size λ = 19
and l = 2 parameters. The background shows the fitness function value (brighter = higher). Also shown are the covariance
matrix C (green ellipse), the mean m (blue dot) and the sample points (population) according to C and m (red points).
Algorithm 1 Randomized black-box search
Initialize distribution
for generation 0,1,2,. . . do
Sample λ independent vectors of parameters Θ from
distribution
Evaluate the samples on fitness-function F (see Fig. 4)
Update distribution parameters
break, if termination criterion met
end for
distribution N (m(g+1) , C (g+1) ), with g ∈ N depicting the
generation number. Thus the evolution between g and g + 1
is done by updating the mean and the covariance-matrix. To
move the mean the best µ ∈ N≤λ samples of the current
population are selected. Assuming the samples are sorted
according to their cost F (Θ0 ) ≤ F (Θ1 ) ≤ . . . ≤ F (Θλ−1 ) the
new mean is calculated by applying
a weighted average with
Pλ−1
weights wi=0,...,λ−1 ∈ [0, 1] and i=0 wi = 1. To enforce
the selection the last λ − µ weights are set to 0.
m(g+1) =

µ−1
X

(g)

wi Θi

(2)

i=0

To maximize the probability of finding the best parametervector the covariance-matrix is updated:
C (g+1) =

µ−1
 (g)
T
1 X (g)
Θi − m(g) Θi − m(g)
µ i=0

(3)

This effects the probability density function of the distribution
and therefore the spread of the samples in the search-space
(see Figure 3). For further optimized methods of the
covariance-update we refer to the written tutorial of Nicolaus
Hansen3 .
As long as no termination-criterion is met, the fitnessfunction is evaluated in each iteration for each individual of
the population. The key termination-criteria are a stagnation
in the history of the last fitness-function values and the
maximum number of iterations (or generations of the
3 https://www.lri.fr/∼hansen/cmatutorial.pdf

population). With a reasonable value for stagnation-limitation
set, the maximum number of iterations is rarely reached and
can therefore be kept untouched.
The remaining control-parameter is the population-size λ.
The significant influence of the population-size on the global
search performance is evaluated and confirmed in [28]. If the
size of the population is too low, more iterations are needed
to achieve a significant improvement of the distribution
parameters. If it is too high, the count of fitness-function
evaluations increases and therefore the runtime. In [29] the
optimal population-size λ for l parameters is proposed as
λ = 4 + b3 ln lc.
In our approach a separate CMA-ES-optimizer is initialized
once with a manually labeled starting-position for each target
in frame 1. In the subsequent frames each optimizer starts with
the last known valid position of its target. To limit the search
to the local neighbourhood the standard deviations of the
parameters are set appropriately. Although the optimizers are
evaluated independently, through the overlapping-prevention
they compete for the segmented pixel. Therefore the optimizers are evaluated in the order of the result from the last frame
to prevent good detections from being disturbed by inferior
ones.
Optimizing the parameters of all targets at once has been tested
too but gave inferior results.
B. Fitness-function
Besides the model-parameters to evaluate, the input of the
fitness function consists of the last valid positions of all targets
{Θ0,j−1 , . . . , Θn−1,j−1 } and the pixel-values of the current
image Ij . To allow flexibility for a wide range of applications,
only a binary segmentation of the targets is used. This
segmentation can be provided by any detection-algorithm
according to the processed scene. In addition to gray-scale
thresholds, color based segmentation in RGB or HSV
color-space are probably the easiest way to implement such a
binary segmentation. But even more complex approaches like
background-subtraction can be used. With this techniques the
targets normally will form big clusters of segmented pixel

Fig. 4: Components of the fitness-function evaluation.
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Fig. 5: The stages of segmentation: masking (a), histogram-equalization (b) binary threshold (c) and the resulting (colorized)
cost-map (d).

except for disturbances and noise. To allocate these regions
to the targets, a binary pixel-mask of the model is used to
determine which pixel need to be evaluated. The mask is
positioned, scaled and rotated according to the parameters
proposed by the optimizer.
This segmentation-evaluation is the main part of the fitnessvalue. To refine the result, the positions of all other targets
are included to avoid overlap and remove target ambiguities.
Further improvements are achieved by constraints limiting the
change of the model over time. To calculate the final fitness,
the results of the overlap-calculation and the constraints are
weighted and subtracted from the segmentation-evaluation
(see Figure 4). The components of the fitness function are
described in detail below.
Cost-map: To penalize a potential coverage of backgroundpixel we transform the segmentation to a cost-map where
pixel are rated depending on their probability of belonging
to a target or to the background (see Figure 5). To generate
the cost-map we apply a box-filter with an f xf -window
(f ∈ N) on the binary segmentation. This changes the range
of the segmentation-image to [0, f 2 ] with high values on
locations where many segmented pixel are clustered in the
local neighbourhood. Next we normalize the values to a range
of [−c, c], c ∈ N, so pixel with no or few segmented pixel
in the neighbourhood get negative values, the clustered pixel
get positive values. Finally all values of the cost-map covered
by the mask are summed up which forces the optimizer to
an optimal alignment of the model to the segmented pixel.
To further optimize the detection results, the cost-map can
be manipulated by setting all background pixel [−c, −b]
with b ∈ N, b < c to the maximum negative value −c. This
penalizes these pixel even further and keeps the optimizer
from jumping over the gap between two targets and gathering

pixel of two targets at the same time.
We found that emphasizing the center of the target gave better
pose detection. So instead of using a simple binary mask, a
weighting mask may be used to emphasize specific areas of
the model.
Distance constraint: Since the targets hardly move
between two frames of the sequence, guesses with a long
distance to the last position are rated worse. So the Euclidean
distance between the center of the current guess and the
center of the last valid position is also weighted and subtracted.
Parameter constraints: At initialization the mean of
certain parameters over all targets are computed. This gives
an idea of the average dimension of the targets. Constraining
the guessed parameters by this global mean prevents a
degeneration of the proposed target-model. In addition a
running mean of some parameters is useful. Deviations from
these target-related means can be penalized to keep the
changes of the parameters smooth.
Overlap prevention: To avoid overlap the fitness-function
also evaluates the last valid position and pose of all other
targets. If the current guess of the optimizer overlaps with
other targets the return-value of the fitness-function is lowered
to penalize the overlap.
Depending on the target’s model the overlap-function has to
be defined accordingly. We used a overlap-function which
returns an percentage overlap of two given targets calculate
pixel-wise. If the overlap of the current target with one of
the other targets exceeds o ∈ R percent the current guess
is invalidated. Likewise if the overlap of the current target
with all other targets sums up to an value > o the guess
is invalidated. To speed up the overlap-check, only targets

in a defined radius around the current evaluated position are
considered. If the percentage overlap is smaller than o, the
number of overlapping pixel is multiplied by a weight and
subtracted from the current fitness-value.
C. Recovery of lost targets
To handle occlusions the optimizers have a flag which marks
their targets as active or not. If the fitness-value of the targets
drops below a certain threshold it is marked as inactive. With
this technique optimizers are automatically inactivated if the
size of the segmentation of their target is reduced through
occlusion.
To recover the reappearing targets the population-size λ of the
optimizer with inactive targets is increased and the standard
deviations of the x- and y-position are set to the half imagesize. The starting-point for the recovery is chosen randomly.
This allows the CMA-ES to spread its individuals over the
whole image to find the lost target.
IV. E VALUATION
We tested the algorithm on videos recorded for behaviour
studies. Our own data-set consists of two image sequences
of piglets from a surveillance-camera. The sequences show a
pen with 12 piglets on two consecutive days. All piglets were
marked with pattern of paint for individual identification for
ground truth labeling only. The patterns were not used for
detection. There were no special preparations or additional
lighting to enhance the quality of the footage. Moreover
structure in the pen sometimes led to partial and total occlusion
of single piglets. In addition sequence 2 includes the feedingprocedure where all pigs shove around the feeder. Both sequences have 1993 frames covering 15 minutes. The resolution
is 720 x 540 pixel. Figure 1 shows different frames of the
sequences.
As many others [25], [2], [27] we used simple ellipses as a
model for the pigs. An ellipse in the 2D-plane can be fully
described by only five parameters but approximates the body
of a pig sufficiently. The five parameters are the x- and yposition of the centroid, the two axis lengths and the rotation
of the ellipse. The pigs in our data-set have an average size
of 136 x 45 px.
A. Parameters
We used simple binary threshold-segmentation on the
histogram-equalized grayscale-image. To reduce disturbances
the regarded pen was masked (see Figure 5).
For the generation of the cost-map we used a 19x19 box-filter.
After the filtering the cost-map was scaled to [-255, 255] and
all values in the range of [-255, -50] set to -255 (see Figure
5d).
As weighted binary model we used three nested ellipses. The
inner one had a value of 2.0, the middle one a value of 1.0
and the outer one a value of 0.5.
The values of the cost-map were weighted with 0.001, overlapping pixel were weighted with 0.2.
As constraints we used the Euclidean distance of the guess to

the last valid position, weighted with 1.5. Derivations from the
running mean of each target were squared and then weighted
with 0.025 (width) and 1.0 (height). Derivations from the mean
over all targets were squared and then weighted with 0.05
(width) and 0.5 (height).
In addition we refused all guesses whose ratio of width/height
deviated from the same ratio over all targets at initialization
with more than 0.6.
All weights were determined heuristically and need to be
adjusted to the values of the cost-map. As threshold for
inactive targets we used 50, so all targets with fitness-values
< 50 were marked as inactive.
B. Detection-Performance
To measure the accuracy of our algorithm we segmented
the ellipses for all 12 pigs in the first 500 frames of the two
sequences by hand. For long term evaluation we labeled one
pig over the complete first sequence. If pigs are obviously
occluded by structures or by other pigs this was registered too.
With this ground truth data we are able to give an accurate
evaluation by comparing the manually labeled data with the
ellipses denoted by our algorithm.
Like in [30] we used the Hausdorff distance to measure the accordance of ellipses. Let E and G be two ellipses, interpreted
as a set of points E = {e0 , . . . , en } and G = {g0 , . . . , gm }.
The Hausdorff distance H is then defined as:
H(G, E) = max(δ(G, E), δ(E, G))

(4)

δ(G, E) = max( min (kg − ek))

(5)

with:
e∈E,g∈G

where k · k is the Euclidean norm.
We denote the object which holds the parameters for one
ellipse a tracker. Since the assignment of the trackers is not
fixed to the pigs, two trackers may temporarily target parts of
the same pig. Furthermore trackers may be marked as inactive
if they fail to find a pig. To ensure a clear assignment of the
trackers to the pigs the assignment-procedure for each frame
was as follows:
• Evaluate the overlap of each tracker with all manually
labeled pig-positions. If the Hausdorff distance is below
a certain threshold it is stored as a possible match.
• Sort all possible matches according to the distance in
ascending order.
• Go through the list of matches (starting at the best) and
mark the dedicated pig as found and the dedicated tracker
as processed.
• Proceed with all further possible matches, skipping all
matches where the pigs are already found or where the
trackers are already processed.
After all possible matches are examined, pigs that are not
marked as found are counted as a miss. As mentioned earlier
the manual labeled data includes also occlusion-information.
So misses where pigs are obviously occluded can optionally
be ignored.
As CMA-ES is a randomized procedure we ran each evaluation
50 times. Table I shows the average percentage of positions

Fig. 6: Evaluation of the influence of the population-size for 500 frames of sequence 1.

our algorithm found for different thresholds with reference to
the ground truth. The maximum standard deviation of 0.93%
over the 50 runs confirms the stability of the proposed method.
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TABLE I: Percentage of correct positions with an Hausdorff
distance below the given threshold. The average Hausdorff
distance (hd) for all correct positions is also given. All values
are averaged over 50 runs. The population-size was set to
λ = 8.
(A) depicts a setup of 12 pigs over 500 frames whereby misses
of occluded pigs are ignored.
(B) depicts a setup of 12 pigs over 500 frames whereby misses
of occluded pigs are not ignored.
(C) depicts a setup of 1 pig over 1993 frames whereby
occlusions did not occur.

C. Runtime
As stated in Section III the population-size λ has significant
influence on search performance and runtime. Therefore we
evaluated the first 500 frames of the first sequence with
different population-sizes on an Intel Core i7-4790 system.
Figure 6 shows the clear correlation between population-size
and the average number of fitness-function evaluations per
frame.
As the individuals of the population are evaluated independently in each iteration, we used parallelization to speed this
up. Since the used system was a quad-core CPU with HyperThreading, multiples of 8 threads could be handled optimally,

which can be clearly seen as local minima at λ = 8, 16, 24 in
the runtime curve.
For our 5 parameters an optimal population-size of 8 was
proposed in [29]. In Figure 6 one can see, this holds for
our experiments as the detection rate reaches the desired high
values from this point. With approx. 220 ms per frame the
runtime is also minimal at this point.
As described in Section III-C the population-size for the
individual optimizer is increased to recover lost targets. Since
a lot of positions are tested in the recovery process where no
target is present, the iteration count differs from the normal
optimization process. Hence the runtime for individual frames
varies depending on the number of lost targets. We evaluated
the different parts separately to get an idea how much time
the different parts needed. (see Table II).
In the pre-processing step the cost-map is calculated. This has
static runtime depending on the image-size. The computing
times for a normal optimization or a recovery depends on the
number of iterations needed.
Population-size λ

Pre-proc. [ms]

∅ Optim. [ms]

∅ Rec. [ms]

3

30

38.32 (5294)

143.24 (706)

8

30

11.76 (5643)

71.06 (357)

20

30

17.43 (5635)

74.82 (365)

TABLE II: Average computing time for pre-processing, normal optimization and recovery over all 6000 Positions in
Sequence 1. The values in brackets show the amount of normal
optimizations resp. recoveries.

V. C ONCLUSION
In this work we used CMA-ES to detect the pose and
position of multiple piglets crowded together. Based on simple binary segmentation we presented a fitness-function to
evaluate the pose detection based on the last valid position
and the image data. With this the whole image sequence
can be processed without user input, except the one-time
initialization. An individual CMA-ES optimizer for each target
ensures the representation and the best fit. Our approach
achieved detection rates above 90% in around 14.000 evaluated

positions on two data sets.
We successfully adapted the proposed method to other videos
of biological behaviour studies. More precisely we were able
to detect ants and a single bee with just a few adjustments
on the weights from section IV-A. In future work we want to
find a way to make the algorithm self-adjusting on any kind
of image data.
An other interesting extension of the presented work is the
possibility to link the detections via tracklets and thereby track
the animals over the whole sequence.
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results of 31 algorithms from the black-box optimization benchmarking
bbob-2009,” in Proceedings of the 12th Annual Conference Companion
on Genetic and Evolutionary Computation, ser. GECCO ’10. New
York, NY, USA: ACM, 2010, pp. 1689–1696. [Online]. Available:
http://doi.acm.org/10.1145/1830761.1830790
[6] S. Winter, B. Brendel, and C. Igel, “Registration of bone
structures in 3d ultrasound and {CT} data: Comparison
of different optimization strategies,” International Congress
Series, vol. 1281, pp. 242 – 247, 2005, {CARS} 2005:
Computer Assisted Radiology and SurgeryProceedings of the
19th International Congress and Exhibition. [Online]. Available:
http://www.sciencedirect.com/science/article/pii/S0531513105006126
[7] H. Tadayyon, A. Lasso, A. Kaushal, P. Guion, and G. Fichtinger, “Target
motion tracking in mri-guided transrectal robotic prostate biopsy,”
Biomedical Engineering, IEEE Transactions on, vol. 58, no. 11, pp.
3135–3142, Nov 2011.
[8] R. H. Gong and P. Abolmaesumi, “2d/3d registration with the cma-es
method,” pp. 69 181M–69 181M–9, 2008.
[9] Z. Bouzarkouna, D. Ding, and A. Auger, “Well placement optimization
with the covariance matrix adaptation evolution strategy and metamodels,” Computational Geosciences, vol. 16, no. 1, pp. 75–92, 2012.
[Online]. Available: http://dx.doi.org/10.1007/s10596-011-9254-2
[10] V. Akbarzadeh, C. Gagne, M. Parizeau, and M. Mostafavi, “Black-box
optimization of sensor placement with elevation maps and probabilistic
sensing models,” in Robotic and Sensors Environments (ROSE), 2011
IEEE International Symposium on, Sept 2011, pp. 89–94.
[11] A. Jordt and R. Koch, “Fast tracking of deformable objects in depth and
colour video,” in Proceedings of the British Machine Vision Conference,
BMVC 2011, S. McKenna, J. Hoey, and M. Trucco, Eds.
British
Machine Vision Association, 2011.
[12] ——, “Direct model-based tracking of 3d object deformations in depth
and color video,” International Journal of Computer Vision, 2013.
[13] ——, “Reconstruction of deformation from depth and color video with
explicit noise models,” pp. 128–146.
[14] C. Zelenka, “Gas bubble shape measurement and analysis,” in
Pattern Recognition, ser. Lecture Notes in Computer Science,
X. Jiang, J. Hornegger, and R. Koch, Eds. Springer International
Publishing, 2014, vol. 8753, pp. 743–749. [Online]. Available:
http://dx.doi.org/10.1007/978-3-319-11752-2 63
[15] A. Johansson and E. Lehmann, “Evolutionary optimization of dynamics
models in sequential monte carlo target tracking,” Evolutionary Computation, IEEE Transactions on, vol. 13, no. 4, pp. 879–894, Aug 2009.

[16] R. Tillett, “Model-based image processing to locate pigs within
images,” Computers and Electronics in Agriculture, vol. 6, no. 1,
pp. 51 – 61, 1991. [Online]. Available: http://www.sciencedirect.com/
science/article/pii/0168169991900222
[17] R. Tillett, C. Onyango, and J. Marchant, “Using model-based image
processing to track animal movements,” Computers and Electronics
in Agriculture, vol. 17, no. 2, pp. 249 – 261, 1997, livestock
Monitoring. [Online]. Available: http://www.sciencedirect.com/science/
article/pii/S0168169996013087
[18] O. Cangar, T. Leroy, M. Guarino, E. Vranken, R. Fallon, J. Lenehan,
J. Mee, and D. Berckmans, “Automatic real-time monitoring of
locomotion and posture behaviour of pregnant cows prior to
calving using online image analysis,” Comput. Electron. Agric.,
vol. 64, no. 1, pp. 53–60, Nov. 2008. [Online]. Available: http:
//dx.doi.org/10.1016/j.compag.2008.05.014
[19] P. Dollár, P. Welinder, and P. Perona, “Cascaded pose regression,” in
Computer Vision and Pattern Recognition (CVPR), 2010 IEEE Conference on. IEEE, 2010, pp. 1078–1085.
[20] J. Zurn, D. Hohmann, S. Dworkin, and Y. Motai, “A real-time rodent
tracking system for both light and dark cycle behavior analysis,” in
Application of Computer Vision, 2005. WACV/MOTIONS ’05 Volume 1.
Seventh IEEE Workshops on, vol. 1, Jan 2005, pp. 87–92.
[21] R. Farah, J. Langlois, and G.-A. Bilodeau, “Rat: Robust animal tracking,” in Robotic and Sensors Environments (ROSE), 2011 IEEE International Symposium on, Sept 2011, pp. 65–70.
[22] L. Giancardo, D. Sona, H. Huang, S. Sannino, F. Manag, D. Scheggia,
F. Papaleo, and V. Murino, “Automatic visual tracking and social
behaviour analysis with multiple mice,” PLoS ONE, vol. 8, no. 9, p.
e74557, 09 2013. [Online]. Available: http://dx.doi.org/10.1371/journal.
pone.0074557
[23] Z. Khan, T. Balch, and F. Dellaert, “An mcmc-based particle
filter for tracking multiple interacting targets,” in Computer Vision
- ECCV 2004, ser. Lecture Notes in Computer Science. Springer
Berlin Heidelberg, 2004, vol. 3024, pp. 279–290. [Online]. Available:
http://dx.doi.org/10.1007/978-3-540-24673-2 23
[24] H. Pistori, V. V. V. A. Odakura, J. B. O. Monteiro, W. N.
Gonalves, A. R. Roel, J. de Andrade Silva, and B. B. Machado,
“Mice and larvae tracking using a particle filter with an autoadjustable observation model,” Pattern Recognition Letters, vol. 31,
no. 4, pp. 337 – 346, 2010, 20th SIBGRAPI: Advances in
Image Processing and Computer Vision. [Online]. Available: http:
//www.sciencedirect.com/science/article/pii/S0167865509001330
[25] N. McFarlane and C. Schofield, “Segmentation and tracking of piglets
in images,” Machine Vision and Applications, vol. 8, no. 3, pp. 187–193,
1995. [Online]. Available: http://dx.doi.org/10.1007/BF01215814
[26] P. Ahrendt, T. Gregersen, and H. Karstoft, “Development of a real-time
computer vision system for tracking loose-housed pigs,” Computers
and Electronics in Agriculture, vol. 76, no. 2, pp. 169 – 174,
2011. [Online]. Available: http://www.sciencedirect.com/science/article/
pii/S0168169911000263
[27] M. Kashiha, C. Bahr, S. Ott, C. P. Moons, T. A. Niewold, F. Ödberg,
and D. Berckmans, “Automatic identification of marked pigs in a
pen using image pattern recognition,” Computers and Electronics in
Agriculture, vol. 93, no. 0, pp. 111 – 120, 2013. [Online]. Available:
http://www.sciencedirect.com/science/article/pii/S016816991300029X
[28] N. Hansen and S. Kern, “Evaluating the cma evolution strategy on
multimodal test functions,” in Parallel Problem Solving from Nature
- PPSN VIII, ser. Lecture Notes in Computer Science. Springer
Berlin Heidelberg, 2004, vol. 3242, pp. 282–291. [Online]. Available:
http://dx.doi.org/10.1007/978-3-540-30217-9 29
[29] N. Hansen, “Benchmarking a bi-population cma-es on the bbob-2009
function testbed,” in Proceedings of the 11th Annual Conference
Companion on Genetic and Evolutionary Computation Conference:
Late Breaking Papers, ser. GECCO ’09. New York, NY, USA: ACM,
2009, pp. 2389–2396. [Online]. Available: http://doi.acm.org/10.1145/
1570256.1570333
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